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by Daniel Tunkelang
I recently heard a Fortune 500 CTO, comment:
“Search on the internet is solved. I always find
what I need. But why not in the enterprise?
Seems like a solution waiting to happen.”
These five articles by search technologist Ron
Miller help demonstrate why enterprise search
is such a challenge.
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AIIM Study Finds Enterprise
Search Still Lacking
A study conducted by AIIM in May
has found that enterprise search
is still lags behind consumeroriented search when it comes to
helping people find the information
they need inside the firewall, but
enterprise employees may have
unreasonable expectations
based on their experiences on the
consumer web.

Semantic
Search Takes Root in the Enterprise
Many enterprise search tools don't differ from their
web-based cohorts: They center around entering a
few keywords into a blank box then clicking
"search."The search tool then looks for information
across one or more repositories and produces a list
of results that match the keywords. Many of today's
enterprise search tools may not be able to find a
relevant item simply because the tool doesn't have
access to the right information. Without doubt, there has
to be a better way to do this, and some believe it lies in
the burgeoning area of semantic search. Technology
writer Ron Miller explains what is is and how it
works in this reprint from our Enterprise
Search Sourcebook.
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Sure Results: Content
Security and Effective
Enterprise Search
While it is exciting that enterprise search
tools continue to improve and provide
expanding access to documents
across a variety of content repositories,
this level of access raises a serious security
issue. Yet even if your organization is not
the FBI, you still need to worry about
information such as company salary data
being publicly available in a search
results stream.

6

Complex Search at Your WebService
As enterprise users face growing repositories of
valuable data, it becomes increasingly important
to search across these data storehouses (and
the Web) to find the best available answers to a
query, then to apply that data. While enterprise
search has been capable of searching multiple
repositories for some time, it required a great
deal of programming and computing overhead
and didn't necessarily allow users to manipulate
the results. XML and other Web Services have
changed all that, making it possible to search
multiple repositories and across various Web
sources and then use the data in various ways.
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FOREWORD:

Searching for Solutions
by Daniel Tunkelang

he other day, I attended a presentation by a leading
search vendor to a group of senior technologists.
Afterward, one of the attendees, a Fortune 500 CTO,
commented: “Search on the internet is solved. I always find
what I need. But why not in the enterprise? Seems like a
solution waiting to happen.”
These five articles by search technologist Ron Miller help
demonstrate why enterprise search is such a challenge.
"AIIM Study Finds Enterprise Search Still Lacking" explains
how enterprise search still lags behind consumer-oriented
search--but also that enterprise may have unreasonable
expectations based on their experiences on the consumer web.
We all expect to "feel lucky," typing two words into a search
box and expecting a machine to both figure out what we want
and provide it to us. The unofficial consensus is that the major
search engines return useful results at least half the time: not
perfect, but good enough to reinforce our expectations. What
most people--including Fortune 500 CTOs--fail to grasp is that
enterprise search is so different from web search. If anything,
they expect the enterprise search problem to be easier, since
the scale is typically smaller and the content more
homogenous. Hence, they expect that a "googley" enterprise
search experience is a solution waiting to happen.
However, as you will learn in "Complex Search @ Your
Web Service," enterprise search is a very different beast.
Enterprise search users aren't just looking for a popular URL,
but rather hope to satisfy complex information needs,
navigating and analyzing a collection of information in the
context of those needs. For these users, ten blue links just don't
cut it—not to mention that enterprises can't count on the
crowd-sourcing of the web to assemble a rich social graph of
hyperlinks or write Wikipedia entries.
Meanwhile, we can't ignore the gritty details of enterprise
search, which include variations in data formats, connectivity
to repositories, and, as discussed in "Sure Results: Content

t

2

Security and
Effective Enterprise
Search," security. In fact, the
ability to meet an organization's security
needs can be a deal-breaker for selecting an
enterprise search solution.
Finally, enterprise search is pushing the technical boundaries
of search, as discussed in the last two articles, "Multimedia
Search Matures...But Not Without Growing Pains" and
"Semantic Search Takes Root in the Enterprise." Multimedia
search and semantic search are also hot topics for consumer
web search, but enterprises often have the most to gain by
pushing beyond vanilla text search.
At Endeca, I've had ample opportunity to see these
problems up close. It is increasingly clear that the challenges of
enterprise search are not just technical, but also cultural. The
buyers and decision makers in organizations need to
understand their needs before they can effectively buy or build
solutions for them. Unfortunately, there has been too much
focus on vendor selection and not enough on buyer education.
I hope that efforts like this ebook help cultivate a more
informed cadre of decision makers. That is the solution waiting
to happen.

DANIEL TUNKELANG
(dtunkelang@gmail.com) is the chief scientist and a co-founder of
Endeca. He studied math and computer science at MIT, and has a
PhD in computer science from CMU. Before joining Endeca’s founding
team, he worked at the IBM T. J. Watson Research Center and
AT&T Bell Labs. Daniel is a passionate advocate of dialog-oriented,
exploratory approaches to search, and he blogs about these subjects
at The Noisy Channel (http://thenoisychannel.com/). Daniel is also
an active member of information retrieval research community: He
has spearheaded annual workshops on Human Computer Information
Retrieval (HCIR) and is organizing the Industry Track at the 2009 ACM
Special Interest Group on Information Retrieval (SIGIR) Conference.
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INTRODUCTION:

Challenges and
Opportunities Abound
by Ron Miller

y

ou know search is a hot topic, when it
makes the Charlie Rose show. Rose recently
interviewed Marissa Mayer, VP of search
products and user experience at Google and he asked her if
it was fair to say that search was still in its infancy. Somewhat
surprisingly (at least to me), she agreed that it was. Although
Mayer was talking about consumer search on the web, much of
what she said applies to enterprise search—maybe even more so.
In fact, when compared to its web counterpart, enterprise search is
a much more difficult nut to crack. On the web, search engines like
Google have the advantage of searching the entire web. Therefore,
the likelihood of finding query matches is much greater than in the
enterprise where the number of possible right answers is much
smaller, and could in fact be found in just a single document. (Of
course finding more results doesn’t necessarily mean finding right
ones, but that’s another issue altogether.)
We increasingly face the expectation from end users that they
have the same experience inside the enterprise as they do surfing
the net at home. For search, as in many enterprise scenarios, it’s just
not that simple. In fact, it’s infinitely more complex—as the articles
in this eBook make all too clear. When AIIM studied “findability”
and published the results last June, it found that people inside the
enterprise have unreasonable expectations when it comes to
enterprise search based on their experience on the open web. As I
wrote then, quoting one of the study’s authors, Carl Frappaolo:
“As the volume of information has increased, the pain of
finding enterprise information has increased and now encompasses
the need to search and access across the digital landfill of file
servers, email inboxes, digital desktops, and content management
systems. Despite the advances made in search on the Web,
enterprise search leaves most users frustrated.”
Meanwhile—even as search vendors are hard at work trying to
resolve these findability issues—there’s a whole myriad of issues
involved in securing the search results and making sure that what
you present to the searcher only encompasses those documents that
person has the right to see. So we are at once trying to expose the
right answers, while at the same time trying to hide sensitive results.
It would seem to be a conflicting—but no less important—goal.
What’s more, our content is changing. More and more of it
includes pictures, audio, and video files, and when it comes to
multimedia search, we are even further behind, as I wrote in
Multimedia Search Matures quoting search industry analyst, Chris

Sherman: “Most multimedia search has advanced only to the text
search evolutionary equivalent of 1993 or 1994, when it looked at
titles, links, and keywords. According to Sherman, “A lot of these
multimedia sites that people call search sites really aren’t. They use
things like tags and other types of text information to figure out
what’s out there and refer people to multimedia files. They are not
‘full’ search like we understand full-text document search.”
However, the story of enterprise search is not all about what
does not work. In fact, the field is filled with plenty of exciting
developments. As far back as 2006, we looked at using search as
a web service and exposing enterprise software as services has
continued to grow in the intervening years. What’s even more
exciting is the prospect of semantic search, in which the search
engine begins to understand context and meaning far beyond using
a couple of keywords. Instead search could actually reach a point
where you can truly ask a question and get a meaningful answer.
I quoted Linda Moulton, a semantic search expert and an analyst
at Gilbane and Company to help define the term: “The first thing is
the query itself, the ability to use natural language or meaningful
queries to find content through retrieval software designed to understand linguistically meaningful questions and the target content.”
Mayer actually touched upon this in her interview with Charlie
Rose when she said, “But when you think about what would be the
perfect search engine, what is an answer as opposed to a result?
Why are we handing you just links and URLs?”
It’s an excellent question, but here we are still very far from
that goal, yet in the middle of an exciting time for search. It seems
we could be at the very beginning of some truly meaningful
break-throughs that could transform the way we think about
search, but for now we find enterprise users frustrated and
confused. The articles in this book attempt to provide some insight
into the issues we face today, some of the existing solutions, and provide a glimpse of some of the promise offered by enterprise search.

RON MILLER
(ronsmiller@ronsmiller.com) is a freelance technology journalist,
contributing editor at EContent magazine, blogger and editor at
FierceContentManagement. He has been writing about technology
since 1988 and his publishing credits include InsideCRM, CIO.com,
Streaming Media Magazine, eWeek, BusinessWeek SmallBiz, and
Network World. He has also written White Papers, documentation,
and training for a variety of corporate clients big and small. You
can learn more by visiting his blog, by Ron Miller at http://byron
miller.typepad.com.
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AIIM Study
Finds
Enterprise Search

Still Lacking
a

study conducted by AIIM in May has found that enterprise search is still lags behind consumer-oriented search
when it comes to helping people find the information they need inside the firewall, but enterprise employees
may have unreasonable expectations based on their experiences on the consumer web.
As Carl Frappaolo, VP at AIIM points out, part of the problem is that information is spread out across
the enterprise. "As the volume of information has increased, the pain of finding enterprise
information has increased and now encompasses the need to search and access across the
digital landfill of file servers, e-mail inboxes, digital desktops, and content
management systems. Despite the advances made in search on the Web, enterprise search
leaves most users frustrated."
One advantage that consumer sites like Amazon and Google have in helping people find information, explains Dan
Keldsen, director of market intelligence at AIIM, is that these sites were built from the ground up with express
purpose of getting people to an answer, in spite of the number of possible results to any query, while enterprise
repositories have been stacked up over time leaving people with too many places to look for information.
"It’s not that people don’t have search or other tools and techniques to find information. They have too many
tools. They have search in their email client, search on the web, the sales force automation software has its own
search [and so forth]." The trouble is most organizations don’t have tools to search across everything, he
explains. In spite of the fact that federated search has been around for some time, he says, most
organizations don’t have it because it’s tricky and expensive to implement.
Therefore it’s not surprising that 82 percent of those surveyed by AIIM agreed or strongly
agreed that their experience with the consumer web has "created increased demand for
enterprise findability." Whether that’s realistic or not, matters little, says Keldsen,
because we have to face the fact that these users are frustrated for whatever reason.
"Should we be frustrated that this is what people think and feel, or face it because it’s reality?"
he asks.
However, Susan Feldman, an IDC analyst who covers search technologies, cautions us not to
read too much into the effectiveness of today’s search tools based on these findings alone,
because there are a lot of factors in play when implementing a search tool
in the enterprise. "It’s important to distinguish between the technology
of search and its various implementations," she says. "Search itself is a
powerful tool. If it is deployed effectively, then it becomes
invaluable. If it is hidden behind ineffective interfaces, and not
linked to tasks that information workers are engaged in, then it
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will be ignored. These questions were not asked in the AIIM
study." Of course Feldman only had access to the data AIIM
released, not to the full study. Feldman points out that IDC
data shows that search can be highly valued, or seldom used.
The trick is in the design of the interface, the choice and
deployment of features, and the integration with other
enterprise applications.
Frappaolo agrees with Feldman's overall take on the nature
of enterprise search. He says that "her comments are the
essence of the bulk of our findings and discussion in our soon to
be released comprehensive report."
He goes on to say, "I don’t think the technology is failing
us, I think it’s the way we are using the
technologies," but he adds, "If I can’t
find my content, it doesn’t exist."
What’s clear is that employees face
a huge amount of information,
and Keldsen says much of
this information is
not found on

the company’s internal-facing web sites. In fact, 69 percent of
respondents said that less than half of the company’s
information was available online. What’s more, the study found
that 49 percent of respondents said their organizations have no
formal goal for increasing the ability to find information (what
AIIM and others call "findability").
AIIM’s research indicates, however, that even with all this,
people consider the commercial experience average so they
aren’t asking for much in their enterprise search, but they are
asking for more. Until enterprises devote more resources
directly to search, Keldsen says, something akin to a "Chief
Search Officer," we might not see major improvements in the
perceived experience. In the end, users have to understand, that
it’s harder to implement search in the enterprise than it is on a
commercial website, but at the same time the powers that be in
the enterprise can’t simply rest on the search tools found in each
application or use the excuse that it’s too hard to implement
unified search. They need to develop an overall enterprise
search strategy to help employees find the information they
need wherever it is stored. (www.aiim.org, www.idc.com).
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Sure
Results:
CONTENT SECURITY
AND EFFECTIVE
ENTERPRISE SEARCH

w

hile it is exciting that enterprise search
tools continue to improve and provide
expanding access to documents across a
variety of content repositories, this level of access raises
a serious security issue: how to prevent people from
seeing documents they aren’t supposed to see. Within
the body of documents inside every organization,
there exists a whole cache of items that are too sensitive
for the general population. Organizations representing
the government, law enforcement, drug development,

6

law firms, and so forth face even higher stakes than the
typical enterprise.
Yet even if your organization is not the FBI, you still
need to worry about information such as company
salary data being publicly available in a search results
stream. And sensitive human resources information
isn’t the only area of concern; consider company
secrets regarding intellectual property, mergers and
acquisitions, customer data, targeted markets, and the
vast amount of content and data that should be kept
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hidden from unauthorized eyes. Fortunately, there are
standard ways to conceal classified content from unauthorized employees, by using a search engine alone, a
companywide security system, or other applications,
such as taking advantage of the existing security in a
content management system.

from seeing results that they shouldn’t is to provide a
security context within the search application. This is
not uncommon for internal search systems that must
be accessed through an intranet. As you might suspect,
just showing somebody that a document that concerns
a 20% layoff exists is a security violation, regardless of
the content of the document. So enterprises
must guard against revealing any information
in the search result that isn’t intended for
the searcher.”
Search is a ubiquitous tool that can empower
users to find information, but ensuring they
only see documents they are authorized to
see is a key part of this equation. Vishu
Krishnamurthy, senior director of secure
search and XML DB development at Oracle,
says,“Typically any user has secure information
they have to deal with, information that will
be visible to one and not to the other.”
However, he adds, search has become a
critical daily business function. “If you want
to provide a tool, you want to be sure it
doesn’t compromise the security of the
information they are accessing,” he says.

In these shots of Oracle's search product, when
logged in, an authorized user can see internal
emails. When not logged in, searchers can only see
public-facing web content. The search security
mechanism hides the internal emails from being
seen by unauthorized users.

Why Secure the Results?
Mark Bennett, co-founder and CTO of
New Idea Engineering, a consulting company
that works with enterprise clients on a
variety of search issues, says he likes to
start the conversation about search security
by naming a series of hypothetical situations
where unsecured search could produce
highly undesirable results. “As an example,
you can go into a company search engine
and type in ‘salaries.’ Try a couple of
obscenities. Type in ‘confidential’ or ‘highly confidential.’”
These will likely turn up files people would not reveal
to their organization on purpose. He says that he is not
suggesting people hack their employer’s computers, but
he recommends searching for these types of terms to
see what pops up. If you don’t like what you see,
chances are your search engine is not as secure as you
need it to be.
According to Bill French, co-founder of MyST
Technology Partners, “The only way to prevent users
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Standards for Search Security
The industry has developed two standard ways to
secure the results in search: early binding and late
binding. According to Denis Lafont, a consultant at
Capgemini, the big difference between the two is when
and how the security gets applied. With early binding
(which is also known as mapped security or ACL
caching), Lafont says, “The search engine, when it indexes
documents, also indexes the security properties.” This
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means when a search engine conducts a search, it can
immediately access this cache of indexed security
information to confirm the user has a right to see these
documents in this results stream. Lafont says the
advantage of this approach is that it is very fast, but if
you decide to take away the rights of a person to see
certain documents and you only index on a weekly
basis, the change will not be implemented until the next
time you run an index. That latency can be problematic
for some organizations.
With late binding, the search engine finds all of the
results and then checks the security for each one to
make sure the user has the right to
see it. As you can imagine, this is a
much slower process, even when
accounting for computer processing
speed, but it’s also much more
secure. An organization such as the
FBI, for instance, might be willing
to sacrifice some speed for the
added security, while a typical
organization might be able to live
with the potential security gaps
that might occur temporarily with
early binding.
Matt Eichner, VP of strategic
development at the search firm
Endeca, explains the two methods
are not necessarily mutually exclusive.
In fact, he says, “Any solid enterprise
search vendor will have both,” and
he adds that all of the major
enterprise search vendors do have both, including
his company.
Leveraging Existing Security Schemes
New Idea Engineering’s Bennett says how you go
about implementing your security scheme depends a
great deal on your individual company’s setup. He says
it’s best to work in groups and assign people to those
groups with a set of security parameters. You can take
advantage of an existing setup using Active Directory
or LDAP, depending on the setup of your back-end
server structure and, he says, that will cover security
on your file shares and your digital content. Beyond
that, when you get into other systems, such as content
management or Lotus Notes, you want to make sure
these products are using the same sign-on IDs.
If they are using the same IDs, he says, then your
LDAP or Active Directory should cover you. If not,
you have to make sure you have your security credentials
mapped back and forth between systems. Krishnamurthy
from Oracle warns that you have to be careful that the
search engine’s rules don’t override the rules in place
from other systems, such as customer relationship

management or content management systems. A security
map like the one Bennett describes can help prevent this.
When you go through the purchase cycle, it’s imperative
that you discuss how each vendor implements search
security. Chances are, each one is using a combination
of the options discussed here, but there will be differences.
Some vendors have a rules engine interface, while others
provide a programmatic way to set rules at the search
engine level.
Regardless of how you go about it, as you simplify
sign-ons across repositories and give your employees
greater access to information across the enterprise,

With early binding, the documents are checked against cached
security data. This offers the advantage of speed, but it can
cause security gaps. With late binding, each document is
checked individually against security information. While slower,
this process is more secure.
Source: New Idea Engineering.

you have to be cognizant of how to safeguard against
employees seeing information they should not. If
you fail to take this step, you could not only
expose yourself to embarrassing leaks, you could
also place yourself in an untenable legal position.
Access to information is key to any search engine
and the life blood of any enterprise. However, it is
important to see the value of securing search as you
seek to reveal more information to employees.
As you can see in the figures from the previous
page, with Oracle's search product, a logged-in
authorized user can see internal emails. When they
are not logged in, searchers can only see publicfacing web content. The search security mechanism
hides the internal emails from being seen by unauthorized users.
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A Closer Look at Securing the Right Search Solution
When Brian Schwartz, senior business analyst at
Macerich, a Santa Monica, Calif., real estate developer,
sought a search solution, he put a high premium on search
security—perhaps, he says, even higher than findability.
Schwartz is in charge of internal portal strategy,
which includes the company’s internal portal as well as
its content management solutions, other connected
systems, and internal websites. “Search is a very big
part of that, obviously,” he says. He also points out
that his organization runs as much as 90% of its IT
infrastructure using Oracle products.
Security Is Paramount
When Schwartz went shopping for an internal enterprise
search tool, he says that security was a high priority—
at least equal to the tool’s ability to find information.
“I think we placed equal if not more weight on the
security because our entire internal portal and our
content database, our content management system, is
entirely secured. Unless you log in, you can’t see
anything. Therefore, without tying into the security
model, search would be useless because it wouldn’t
search on anything or it would show you everything,
and both of those are unacceptable.”
Macerich flirted with the Google Search Appliance
briefly but ultimately settled on Oracle Secure
Enterprise Search (SES). “We are an Oracle shop, so we
try to look at Oracle’s products and features first, so we
focused on Secure Enterprise Search,” says Schwartz. The
primary initial targets for the search product were
Oracle Content Database and Oracle Portal. “Both of those
rely on security,” he explains.
“Depending on who you log in as, you get access to
different items. We looked around a little bit to see who
could meet those needs, and Secure Enterprise Search was
the only thing we found that could do everything we
wanted it to do,” Schwartz says.
Using Groups to Organize Security
Macerich already uses Oracle Internet Directory, a
security system similar to LDAP, to organize the company’s employees into different security groups.
Macerich, like most companies, likes to isolate human
resources information. As a real estate company, it
also needs to ensure that certain legal documents are
only visible to legal staff members who need to see
them. Schwartz offers an overview of the company’s
security setup:
“For general security, we wanted to be sure an
employee was logged in to view any content. Even
though we want to expose the portal to every employee,
we wanted to make sure they were in fact an employee
and not [a] contractor [or somebody else]. If you are a
general employee, you see everything, but if you are

10

HR, you can see this subset of documents that’s hidden
from all other employees. Legal can see its subset and
so forth.” By defining these subgroups as HR and Legal
in Oracle Internet Directory, he ensures that the search
tool knows at sign-on which documents the employee
can access.
Relevant Limitation
Schwartz says so far the system has worked as
planned. “It has worked very well actually. We did
extensive testing once we implemented it. We put
documents in certain folders and gave those folders
access to certain people. We tried to do searches and
found it to work out of the box.”
One issue that has come up, however, is that security
doesn’t work with the SES Relevancy Boosting feature,
a feature that Schwartz was quite fond of and was
disappointed when the security did not reach it.
Relevancy Boosting lets the administrator manually
tune the search results so that certain, more relevant
results appear at the top of the results list. For
instance, if you are searching for IT, then the IT Help
Site might appear first, if that’s what you decide is the
most important result. Unfortunately, he explains, you
can’t have secure content when running Relevancy
Boosting, and that is something he hopes to see in a
future release.
Looking Ahead
So far, Macerich has only used Oracle SES on its Oracle
tools. The next step is to use connectors to extend the
search to other search repositories such as SharePoint
that are being used throughout the organization. “We
want to allow everyone to search everything they can via
one single search tool, and SES does a great job with
Oracle Portal and Oracle content database, and [it] also
has connectors to a lot of other systems. … Being able
to integrate to other systems is important to us as well,”
Schwartz explains.
He says his team is in the process of testing the
connectors to make that happen. “The SES team has
put a lot of time and effort into the SharePoint portion
of the connectors. We are looking forward to implementing that and seeing how well it works,” he says.
Schwartz believes you need to be sure your search
tool, whichever one you choose, can search across all
content repositories in an organization, while ensuring
that you can tie into the security model as well. It
appears that Oracle Secure Enterprise Search has
done just that for Macerich.
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Search Resources
SEARCH ENGINE MARKETING

These sites provide information on search engine marketing topics like search engine optimization and building
brand awareness. Both sites sponsor conferences throughout the year in various locations around the world.
• Search Engine Land (http://searchengineland.com)
• Search Engine Watch (http://searchenginewatch.com)

SEARCH INFORMATION

If you want to keep up with search
engine-related news or understand search better, check
out these websites.
• Search Views (http://www.searchviews.com)
• Search Engines Showdown (http://searchengineshowdown.com)
• Search Tools for Web Sites and Intranets http://searchtools.com)

ANALYST BLOGS

These blogs provide you with informed opinions about search news
of the day.
• John Battelle's Search Blog (http://battellemedia.com)
• Resource Shelf Blog (http://www.resourceshelf.com)
• Gilbane Enterprise Search Practice Blog
(http://gilbane.com/search_blog)
• Enterprise Search blog
(http://www.enterprisesearchblog.com)
• Beyond Search (http://arnoldit.com/wordpress)

VENDOR BLOGS

If you want to hear the latest and the greatest directly from the vendor, then read these blogs. They
provide insight and opinion on search topics, some are personal blogs and some are the "company" blog.
• Attivio Blog (http://www.attivio.com/attivio/blog.html)
• Mark Logic CEO Blog (marklogic.blogspot.com)
• Search Done Right (Vivisimo blog) (http://searchdoneright.com)
• The Noisy Channel (http://thenoisychannel.com)
• Google Blog (http://googleblog.blogspot.com)
ITI SEARCH SITES

These sites are under the umbrella of Information Today, which published this eBook
and is responsible for the Enterprise Search Summit, the Enterprise Search Sourcebook,
EContent magazine, KMWorld, and many other publications and conferences.
• Enterprise Search Summit (http://www.enterprisesearchsummit.com/2009)
• Enterprise Search Center (http://www.enterprisesearchcenter.com)
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semantic search takes
IN THE ENTERPRISE

root

BY RON MILLER

m

any enterprise search tools don’t differ from
their web-based cohorts: They center around
entering a few keywords into a blank box
then clicking “search.” The search tool then looks for information across one or more repositories and produces a list
of results that match the keywords. Most users ignore
advanced search functions, which also haven’t significantly
changed in many years.While there are certainly exceptions—
both advanced searchers and more sophisticated tools are
out there—a search process typically produces hundreds of
hits, with little way of sorting them beyond relevance
ranking. Users are left to find the appropriate information
by scrolling through the list of results, hoping to find an
item that matches their requirements. If there are multiple
meanings to the search keywords, it becomes even more
difficult to locate the desired information.
Whether the material is on the web, in an RSS feed, or
locked in any number of enterprise application repositories,
many of today’s enterprise search tools may not be able to
find a relevant item simply because the tool doesn’t have
access to the right information. Without doubt, there has
to be a better way to do this, and some believe it lies in the
burgeoning area of semantic search.
A Question of Semantics
Semantic search differs from traditional keyword search
in a number of ways. Instead of looking at the words, the
search tool attempts to look at the meaning behind the
words. It makes use of ontologies (dictionaries defining
the meaning and relationships among words), metadata,
and entities (data about data), and it attempts to nail down
ambiguities when a term has multiple meanings. It is capable
of crossing enterprise applications, databases, a variety of
content repositories, the open web, and RSS feeds to
produce a set of targeted results.
Linda Moulton, a semantic search expert and an analyst
at Gilbane and Co., puts it in basic terms. She says, “The
12

first thing is the query itself, the ability to use natural
language or meaningful queries to find content through
retrieval software designed to understand linguistically
meaningful questions and the target content.” The objective is to be able to ask a question and have the search
engine understand what it is you are asking for.
Semantic search is a tough concept to nail down,
according to Bradley Allen, CTO and founder of Siderean
Software, Inc. He says when people talk about semantic
search, they are generally talking about one of two things:
“One is taking the traditional free text search model and
putting some kind of intelligence in the query part of
what is going on to interpret what the user is asking for
and to map that down to a sophisticated representation of
what information is out there, rather than what people
call the ‘bag of words’ way of looking at a document.”
The other part involves breaking that query down to
find the underlying meaning. “Think about semantics as
something that gets applied at the indexing [stage] of the
search process where we take unstructured information,
extract the semantics, and create a more structured way
of laying out what things are being talked about in these
documents, how they are related to other things in the
document, as well as standard concepts and topics that
are generally relevant to a particular vertical area or
domain of discourse.”Allen explains that this allows people
to mix free-text search with what’s called faceted navigation
(or what Siderean calls relational navigation), and exploit
the structure that’s been pulled out of the underlying
information. Armed with results of this nature, users can
not only find the relevant information, but they can also
follow logical paths and make more meaningful connections
from the results.
Eric Miller, who is president of Zepheira, a consulting
firm that helps companies develop semantic web strategies,
and who helped architect the semantic web standards at
the World Wide Web Consortium, explains that this is very
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different from your traditional web search: “It’s not full
text searching, it’s the ability to search a database for a
particular concept, say ‘semantic web,’ and not only get
the relevant results that you might get from a service such
as Google, but find people working on semantic web, presentations about semantic web, upcoming events related to it,
books, concepts—all of the different kinds of things that
allow us to narrow in on the kinds of search strategies we are
interested in.” Miller points out that, if you search for
“semantic web” with a traditional web search tool, you are
going to get results based on popularity—which might not
always get you the results you are looking for.
Ontologies Define and Organize
One of the key technologies underlying semantic search is
the notion of ontologies, which provide a way to map a term
to multiple meanings. For example, if a search includes the
word “cell”—which could be related to a prison, a biological
entity, a part of a spreadsheet, and so forth—a conventional
search wouldn’t automatically sort out just which one
meaning is relevant to your specific needs, and popularity
ranking certainly wouldn’t be of much help.
Moulton defines an ontology as “an assembly of concepts

Semantic search engines help generate meaningful results regardless of how the user enters the query.

in which all possible relationships that might exist among
concepts are explicitly mapped.” She adds that the goal of
semantic search engines is to be able to understand the
meaning based on the context and the ontology. “When
there are ontologies for semantic search engines to consult,
it’s like looking things up in the dictionary. Here’s the word
‘cell’ and what are all the possible ways in which cell
could be related to other words.” She says, that armed
with this knowledge, a search engine can deliver more
accurate results.
One of the problems with this approach, however, is the
difficulty in building ontologies. It can be a time-consuming
and expensive exercise, but Edwin Cooper, founder and
chief scientist of semantic search vendor InQuira, says his
company has helped minimize the pain by generating generic
14

ontologies for specific vertical markets. He explains that the
purpose of these ontologies is to represent the way things
work in the real world.
“In general, our approach to semantic search is to have
that form or representation have an ontology representing
the real world in a variety of different industries. For
example, we have an ontology for telecommunications, one

In this search, users can refine results by author, coverage area, and user
rating to narrow results, or they can pivot the result set to other related views
for new insight into the data. Moreover, the tool can distinguish the difference
between “(Jack) London” the author; and “London (England)” the city.

in the automotive industry, and one for financial services.”
He adds that this approach can help nail down the exact
document even when the query is not spot-on.
“When we are dealing with the entire web—everything
out there—there is a pretty good chance something matches
your query exactly and you might not need to understand
any of the synonyms or relate it to a specific piece of content.
On the other hand, when you are in a particular industry
vertical, there may very well be a piece of content that
exactly suits what you are looking for, but it may not be an
exact match to the question and you might have to do more
analysis and get a deeper understanding both of the content
and of the question to be able to link those two together,
especially in the limited content set of these enterprise
verticals,” Cooper says.
Tim Shettler, VP of marketing at InQuira, cites Honda’s
website as a good example of using synonyms in an ontology
to link car colors to search queries. Most car companies use
unusual names to represent car colors, ones that the visitor
might not know, so if a user enters “gold” into the InQuira
search engine, the results come back with sunset metallic,
the closest color to gold, rather than telling the user no
such car color exists. By building some intelligence into the
search process, it produces meaningful results, making the
site far more usable.
Metadata and Entities Facilitate Machines’
Communication
Another factor in empowering semantic search is
metadata, information about the content and entities,
which helps break down information into meaningful
categories, such as name, product, industry, and so forth.
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These items help further separate semantic search from
keyword search, while also providing a means for
machine-to-machine communication, which enables the
search engine to search multiple repositories.
Gary Price, editor of ResourceShelf and director of online
information resources at Ask.com, defines metadata as
using a controlled vocabulary to decide what the record or
document is about. Another way of looking at it, according
to Chris Davis, CEO of semantic search company Semantra,
is to think of metadata as “data about data.”
Siderean’s Allen says that while search is first and
foremost a human activity, using metadata does help to
search across different data sources. “By using semantics
you can create overlaying organization coming from
disparate sources like structured database, content
repositories, RSS feeds, and so forth, and create semantic
structures to consider them. Semantics give people a way
of organizing information across different sources.” He
says this enables users to leverage this information to
extract data without having to go through pages of
results. Like ontologies, creating quality metadata is not
easy, but Allen believes that there are ways to simplify
the process. He says, “The challenge we face is building

Using metadata enables users to better find content located in
multiple repositories. Semantra uses this technology to extract data from
structured databases.

products so that burden is lifted off of IT and brought on
the machine where it belongs.”
One of the ways Siderean and others achieve this is
through a process called entity extraction, which looks for
broad categories called “entities” and applies the metadata
to the entities. Russell Glass, VP of products and marketing
at ZoomInfo, a company that uses semantic search techniques to extract business information, says his company
uses entities to build richer results. “We crawl the same
pages [as a conventional search engine], but instead of caring
about keywords, we care about entities. When we look at a
set of keywords, we see that keyword is actually referring
to person, company, title, or an industry and we start to
aggregate these entities and build information around
them. And the semantic nature is that we are including
extra data on top of keywords to help us understand where

they are.” For instance, if the keyword is “Joe Smith,” they
see he is a person who works at Ford Motor Co., which is in
the auto industry, and so forth.
Finding Meaning
Imagine entering a search term or question and having the
search engine understand the query, break down the
semantic subtleties, and produce a set of results organized
and divided further by possible meaning. Moulton says there
is currently no such search tool out there that does this
explicitly, but that is the ultimate goal of semantic search
researchers.They hope to make the search experience approximate the library experience, in which users will browse the
possibilities in an organized way to find the types of information they are seeking without having to know any special
rules. She says this goes far beyond relevance ranking and the
navigation model we use today.
“True semantic search is the idea that nobody has to
know any special syntax. You can just start asking questions
and by the way you ask the questions and the contextual
material you include in the query part, you are going to
get back richer results that are right on target. It’s not
going to be relevance-ranked. It’s going to be ranked
according to the question you asked. That’s really what
semantic search is,” says Moulton.
She adds that this way of searching more closely mirrors
a time-honored information-seeking process. According to
Moulton, “It’s beginning to approximate the whole process
of the reference model that a librarian would engage in by
helping to narrow down the results by entering into a dialog
with the person asking the questions. I think the concept of
language here is really huge.”
With semantic search you can browse the content, so not
only can you find the most relevant information, you can see
the gaps in content, something that wouldn’t be possible with
today’s search technology. In a sense, it brings back the
browsing of the search directory, but instead of just humans
editing the directory, it adds a level of intelligence unsurpassed
in the current generation of search tools.
Semantic search provides the user with the ability to engage
in an extended process of finding and following connections.
As Allen describes it, “This is a much broader set of activities
than relevance ranks can accommodate.” He adds that
semantics expose relationships that enable the user to find a
set of documents that specifically speak to the search query.
Moulton explains that no search vendor is close to
achieving true semantic search, but there are many examples
out there now of search tools using semantic elements. As
search engines become more intelligent, semantic search
will enable enterprise users (and consumers) to move
beyond keywords to find the information that matters
most to them without the constraints of current search
technology. We may have a ways to go, but the possibilities
are quite intriguing.
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Complex
Search
Your Web
Service
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s enterprise users face growing repositories of valuable data, it becomes increasingly important to be able to search across these data storehouses (and the Web)
to find the best available answers to a query, then to effectively apply that data.
While enterprise search technology has been capable of searching multiple repositories for
some time, it required a great deal of programming and computing overhead and didn’t
necessarily allow users to manipulate the results. XML and other Web Services have
changed all that, making it possible to search multiple repositories and across various Web
sources and then use the data in various ways, while using fewer resources.
This means that the enterprise user can not only produce more pinpointed search results
but also use that information in interesting ways as programming logic is applied to those
results. For owners of content, Web Services provide a way to use the metadata associated
with content to slice and dice the content in new and meaningful ways for customers and
internal users alike, to combine the data with other Web Services or internal applications,
or to incorporate data from searches into the fabric of the enterprise where it is needed
most. What’s more, search engine companies have opened up their search components
(and other services) as Web Services and invited programmers to come up with creative
ways of producing custom sets of results.
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complex search at your web service
SEARCHING FOR MEANING IN WEB
SERVICES

Web Services have been around for a
number of years and take advantage of
the ubiquity of the World Wide Web,
metadata tagging, and coding standards
like XML to deliver a unique solution
inside a Web browser. Tim Matthews, cofounder and VP of marketing at Ipedo, an
enterprise information integration company, says that when it comes to search
as a Web Service, it’s all about what users
can actually do with the results. “In general, I would say if you are looking to do
something programmatic with the results,
search, as a Web Service, gives you a
great advantage because it normalizes
the search results in a form you can
manipulate.” This means that a search
solution can examine the tags (metadata)
associated with a particular item and simply render the results in a page, or more
importantly, use the tags to combine with
other sources to produce more meaningful results.
Prior to the Web Services model,
companies typically used a database to
locate information, but this approach
had inherent limitations, according to
Max Schireson, VP of customer solutions
at Mark Logic, which offers an XML content server product. “Traditionally, if you
wanted to go beyond text search, you
would have to take content and shred it
in a relational database. It required that
you know a lot about your content to be
highly consistent, and you lost your flexibility going forward.”

Another way this might have been
done, according to Frank Gilbane, CEO
of Bluebill Advisors, a content management consultant and analysis firm, is to
build a federated search, a program that
checks several different repositories and
builds queries across these different systems, then pulls them together in a single
list of results.
With Web Services, instead of using
a program to retrieve the data, the data
is tagged with metadata and compiled.
Then, using this information, you can
build programming logic to manipulate the results. Bradley Allen, founder
and CTO at enterprise search vendor
Siderean, says it doesn’t affect his company’s application whether the content
comes from a structured database with
relational tables, a content management
system exposing XML feeds, or even
information out on the Web. “We bring
that information into a central metadata
repository set up to extract information
from those sources, categorize them, and
put them into the context of a metadatalevel description, and then index those in
a way to provide low latency navigation
services.” He says this information can
then be presented as a page of results or
the user can slice and dice it or take
queries and turn them into RSS feeds
that they can plug into other applications such as an RSS reader. Schireson
says this type of data flexibility is not
possible in a traditional search model
without significant coding and performance overhead.
Using the Siderean
search tool, users
can isolate videos
based on tags, in
this case: markets,
food, and color.

Using Alexa's Web
Services, this
developer tapped into
a database of midi
files and built a Web
search component
that provides a way
to search for music
by melody.
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A DIFFERENT KIND OF SEARCH

Traditional search produces a set of
results, but the search tool only looks at
text and does not have the ability to
manipulate the results. Schireson says,
“The first major limitation of traditional
search is that it really looks at documents
as being text, and most content has some
structure associated with it, which is
ignored in traditional search engines.”
This structure is the metadata associated
with the result, and by taking advantage
of this metadata, users can achieve finer
control over the results.
“Traditional search engines,” says
Schireson, “just return a URL and a snippet of text.” He says a Web Services
query allows you to be more specific
about the query because the markup can
be more finely grained, and as a result,
the search results can be all that much
more precise. “Our server allows you to
manipulate and render content to find the
most relevant paragraph on a given subject, and return not just the URL of the
book where it occurred, but return the
finest-grained sub-section around that
paragraph,” he says. This approach
allows the user “to understand the information in context and where it fits in
their overall work.”
As an example, Schireson says one of
his customers, science and medical publisher Elsevier, was looking for a way to
better understand its vast repository of
data and target the results to the needs of
the individual user, to present them in
context of need. “Elsevier is the world’s
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Siderean took the results of a search for
terrorist attacks, then used these to pinpoint
the location of each attack on a map. Such
manipulation of results is part of what makes
search, as a Web Service, so useful.

largest scientific, technical, and medical
publisher. Their big asset is a bunch of
content.” Elsevier executives wanted to
know how “to maximize the value of

this content to the company by maximizing the value to a customer in any
individual interaction,” says Schireson.
“There is an imperative for them to
develop new products that target users
specifically. Well, it turns out that the most
time consuming part of that is assembling
content behind it. What they’ve done
using our technology is built a repository
in XML, which they can then use to
develop new products.”
Schireson says that Elsevier has built a
Web Services layer on top of its content
repository, and new products are essentially an HTML application that talks to
the Web Services layer. This gives the
company a lot of control over the search,
what results will be returned, and how
these results are going to be presented.
By building search as a Web Service in
this fashion, search becomes a platform
on top of which companies can build
HTML applications that provide more
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concrete and specific ways to get at the
data. According to Gilbane, “By using
the search engine as a platform, users
have a much more lightweight and feasible way to get their hands around large
amounts of information. The advantage
Mark Logic has,” Gilbane continues, “is
its XML structure and granularity. So if
you are building an application on top
that is going to use Mark Logic as a service to feed it, then you can build some
sophisticated metadata into the database
in advance.”
SEARCH ENGINES CAN PLAY TOO

It’s not just vendors like Siderean,
Mark Logic, and Ipedo that are using
XML to enhance the search experience.
With increasing frequency, Web search
vendors such as Yahoo! and Alexa are
building Web Services interfaces to content and inviting programmers to build
corresponding applications. In fact, Allen
of Siderean says that whether you are
talking about his Seamark product or
Alexa exposing its tools to developers,
it’s all about accessing needed information and finding ways to use that data
beyond the initial results. “It’s this aspect
of treating results as a resource . . . and
eliminating the overhead that people had
to wrestle to get that search information
into a useful form.” He says that “things
like the Alexa engine that was put out,
and the A9 initiative to extend RSS as a
carrier for search information . . . make it
simple for a developer to grab and augment a given application, where the
query is a way to filter down to a broader
set of things, something that a developer
is trying to build into a workflow or a
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New England Journal of
Medicine Uses Mark Logic
Kent Anderson, executive director of international business and product
development at the New England Journal of Medicine, wanted to make
better use of the Massachusetts General Hospital (MGH) case records. This
repository was used by students and instructors to provide sample cases for
teaching purposes.
Users were not able to pinpoint the cases they wanted. What they had in
their case repository, according to Anderson, “had been popular for decades,
but there was no way to mark up and extract the really salient points, the
presenting complaints, what somebody shows up with, and then the final
diagnosis. Now we can do that.”
Anderson says he had a discussion with Mark Logic and was impressed with
what they had to offer. “We had been looking around, but Mark Logic came
up very early in our examination and seemed to have the right attitude and
technology.” When the Journal implemented the Mark Logic solution, they
added a tab in their search tool to search cases, and this enabled students
and instructors to isolate and retrieve cases in the MGH repository based on
different data types such as the diagnosis, the tests given, and other specific
information. Users can quickly identify the type of information using an icon
system on the search results page.
Anderson says that before they implemented this new system, they would
just get a list of cases without any context or understanding of which tests
were given or how they arrived at the diagnosis. With the old system, users
could enter a complaint or a diagnosis such as heart disease, but just got a
list of results in which the term was mentioned. In the new system, he says,
users can isolate results around specific issues such as the type of test,
final diagnosis, or patient complaints.
He says end users love it because they can pinpoint the cases that match
their needs with far greater ease and accuracy than was possible under the
old system. “Physicians-in-training have found it remarkable.”

Using Mark Logic Server, the New England Journal of Medicine can isolate given cases based
on any number of criteria such as diagnosis or test type. Users can identify specific
information types based on the icons.
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able to extract this information and build
a database of music files and present a
unique melody-based search engine.

Using Yahoo! Web
Services, this
company has
designed a tool for
creating your own
mini search engine
with a set of
“trusted” results. On
the Rollyo home
page, shown here,
there are several
examples of
celebrity searches.

decision-making process.” And, he concludes, “the closer we get to delivering
results easily in workable forms, the
closer we get to this notion of search as a
Web Service.”
Jeremy Zawondy, technical lead at
Yahoo!, says although it made its APIs
available for some time, the company did
so only through specialized business relationships involving search syndication.
About a year ago, Yahoo! began offering
access to search features as a Web
Service as a way to give developers an
idea of what kinds of features were available from Yahoo!. He says, “We didn’t
have a way to let the general population
of Web developers or smaller emerging
companies plug into what we’re doing
and make it available to a broader set
of end users and developers.” The
Yahoo! Developer Network, according to
Zawondy, gives developers access to
Yahoo! offerings such as its Web Search
and Photo Search. They also have a termextraction Web Service that Zawondy
says developers have been using as a way
to tag content on the Web.
According to Zawondy, developers
use these services in many different
ways. For instance, a company called
Rollyo helps users build a small customized vertical search engine. “The idea
is, I can go to Rollyo and build a list of
trusted sources, then provide a customized search box and put it on my Web
site, and anyone who visits my Web site
can conduct a search across those sources.
In effect,” he says, “they are tapping into

GOOD OR JUST GOOD ENOUGH?

my knowledge and the sources that I trust
in order to get the information for whatever topics they are looking for.
“There’s a whole other class of
applications that fall into technology
demonstrations, show-off, or mash-up
applications where people are taking
our search interface and building fun
things or new visualization tools, things
that aren’t standalone products but are
still demonstrations of where things could
be headed if we decide to go one direction or another with next-generation
products,” Zawondy continues. “One of
those I’ve seen, someone took some RSS
feeds from Yahoo! News and used our
search interface to Yahoo! Image Search,
and provided a new way to navigate
news stories on Yahoo! by building a
navigation scheme where you navigate
using pictures.”
Alexa, a service owned by Amazon
that provides Web statistics data opened
up some of this data as a Web Service
about a year ago under the name Alexa
Web Information Service. Among the
services Alexa offers, according to Niall
O’Driscoll, VP of engineering at Alexa
Internet, is a service that provides a way
to tag a collection of content and then,
based on this, build a set of trusted
search results (much like what Zawondy
describes for Yahoo!). O’Driscoll says one
developer in Germany is running a music
site using the Alexa Web Service that
enables visitors to search for music by
melody. The Alexa search gave the
developer access to midi files and he was

Gilbane points out that no matter how
good a tool may be, there are always
going to be search repositories that, for
whatever reason, lack good metadata. At
that point, he says, you become dependent on full-text search to go that last
mile. Gilbane adds that there may be
some applications where this type of
searching won’t be good enough to get
you what you need. “In healthcare applications, for example, in a medical situation or emergency where you are looking
for a particular medication or drug you
need quickly, you can’t depend on fulltext search, you need something more
rigid. If you were doing research or writing a paper, it wouldn’t be as critical, but
if it is a life-threatening situation, you
need to be absolutely sure.”
No matter how good the conversion
tool is, according to Gilbane, conversion
doesn’t always parse the content as well
as it should. Thus, search tools won’t be
able to make it granular enough, regardless of XML conversion.
Certainly, companies can construct
XML data stores where none exists, or
build an XML-based cache of critical
data. In many cases, though, creating
data stores from whole cloth will not
be as feasible as converting existing ones
to XML. However, even without the
most perfect conversion, Web Servicesenabled searches give enterprise users
the ability to take data results and better
incorporate them into the workflow
cycle and real business applications. This
not only provides a methodology for
producing a more useful result set, but a
mechanism to better incorporate found
information into producing meaningful
results—and that is something all businesses are searching for.
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Multimedia Search

Matures…
The web was once all about text and an occasional picture, but
broadband begat bandwidth and bandwidth spawned a boom in
multimedia content through which video and music sites like
YouTube became wildly popular and were bought and sold for
huge sums of money. Yet in spite of all this rich content, the
major search engines remain mostly text-based, relying on titles,
tags, and metadata when searching for multimedia content.
The big free search engines lack a way to search inside multimedia content, something that has been available for 10 years in
searching text. In order to delve deeper into multimedia, you
need to use a specialized search tool from the likes of Blinkx,
Nexidia, Podzinger, or TVEyes. As one analyst describes it,
multimedia search is still in the crawling stage, but sometime in
the not-too-distant future, it’s going to grow up and take off fast.
FROM GENESIS TO REVELATION

In the beginning, there was text search and we had some
keywords and a title and we thought it was good. Long ago, text
search matured to search every word in a document (full-text
search), but according to Suranga Chandratillake, CTO and
founder of video search technology company, Blinkx, until
recently, search tools also focused exclusively on text. He says,
“Search engine technology has always been built around the idea
that you are looking for text. In that sense it’s self-descriptive
because computers can read text and you know what words are
there and therefore you have an idea of what’s relevant.
Obviously there is a lot of detail around what is more relevant,
but at least you can make pretty good decisions.”
Chris Sherman, executive editor of the site Search Engine
Land, who has followed search since its early years, says most
multimedia search has advanced only to the text search evolutionary equivalent of 1993 or 1994, when it looked at titles,
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links, and keywords. According to Sherman, “A lot of these multimedia sites that people call search sites really aren’t. They use
things like tags and other types of text information to figure out
what’s out there and refer people to multimedia files. They are not
‘full’ search like we understand full-text document search.”
The challenge, Chandratillake says, is moving beyond text
search because video and audio may have some text available
that could be searched, but that won’t give you the full sense of
the contents. “Now, because of the way the web is, there will
usually be some associated text. There will be files, metadata,
and text on the web page around the video or image and that’s
how the majority of multimedia search has occurred in the past.”
He points out that if you do a video or image search on Google
or AOL, it’s not really searching the video itself or the image
itself. He says, “It’s looking at stuff like: Based on the fact that
this image seems to be tagged with the words ‘George’ and
‘Bush,’ it’s probably a photo of the president and so on.”
One other key issue, according to Sherman, is the subtle
elements of multimedia content, which humans understand
intuitively and that today’s technology cannot. “When you have
streaming content,” says Sherman, “you have a lot of information contained that’s non-textual, like body language or
inflection. Is somebody being sarcastic when they say something
or are they being straightforward? It’s still very difficult for a
computer to understand that.”
ARE WE THERE YET?

We are not at the final destination by a long shot, but
multimedia search is beginning to move beyond simple text,
even if Sherman thinks we still have a long way to go. He says,
“If you look at true multimedia, like video, audio, or other types
of streaming content, really nobody is doing search in the sense
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but Not Without
Growing Pains
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multimedia search matures...
Using Blinkx, you can track videos by keyword.
This search found every video that mentions
Boston Red Sox pitcher Curt Schilling.

of, ‘Let’s get in and really understand
this content, analyze it, and make it
searchable.’ Some companies are doing
simple things like speech detection analysis or looking at waveforms in audio and
doing similarity analysis, but it’s still basic
and doesn’t work consistently well.”
However, there are companies that are
beginning to move forward with some
interesting approaches. Chandratillake
says Blinkx is using speech recognition
technology in conjunction with visual
analysis of videos to provide a way to
expose what’s inside the video or audio.
“Our obsession is how much can you get
the computer to actually understand the
video itself or, in our case, the audio as
well. To that end, we specialize in
technology that not only finds the video
that’s out there on the web and reads text
around it, but watches the video and also
listens.” he says.
Gary Price, who runs the website
ResourceShelf.com and who is also the
director of online information sources at
Ask, sees TVEyes and Nexidia as two
companies pushing multimedia search
forward. “Right now for some of the

You can build a dashboard view with Nexidia,
as in this look at a corporate call center,
which enables managers to slice and dice
information to monitor calls more efficiently
and see what types of calls are most popular.
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technology I’ve seen, whether it be what
TVEyes or Nexidia is doing, is really
what I call the state of the art—that
is, being able to work with [multiple]
languages and breaking down the text
into phonetic sounds, so it’s much more
accurate and cost-effective in terms of
computing cycles and it’s much faster.”
He adds that using a phonetic approach is
also more effective than trying to do pure
speech recognition, which is trying to
resolve a word against a word in a
dictionary and is much slower.
Drew Langham, SVP of media at
Nexidia views this as a great advantage.

“We take any recorded audio or video
source and break it into a purely phonetic
index. So what happens is we create this
index, depending on the processor you
are using, at about three-hundred-andforty times real time. This means one
hour of media gets processed in about
twelve seconds and rendered searchable.
When someone wants to search for a
piece of information, they type a text
query. It gets parsed to the phonetic
equivalent and matched to the exact point
in the audio or video where it was said.”
TVEyes monitors broadcasts for its
subscriber clients using a hybrid of the
phonetic and dictionary approach. David
Ives, the company’s CEO, says TVEyes’
approach depends on the language being
spoken. He admits there are limits to
speech recognition technology, but says it
gets you further than looking at tags or
other text information. “We look at the
audio track as the primary means of
determining the content and context of
what rich media is about. In a consumergenerated video like on YouTube, with
lots of background music or a visual stunt,
our approach would not be effective, but
the vast majority of content has spoken

22-27

4/2/09

11:37 AM

Page 25

TVEyes monitors broadcasts for its
subscriber clients using a hybrid of the
phonetic and dictionary approach. Some
use the service to track media mentions
of a term or company name.

content and we offer an economical way
of determining the content,” he says.
Clients report that TVEyes is an
effective way to monitor mentions in
broadcasts, a task that would be impossible without this technology. Ellen Davis,
senior director of strategic communications at the National Retailer
Federation, uses TVEyes to monitor news
about any of its members or the organization itself and says it’s particularly
useful during the holidays when mentions
skyrocket. She manages this by getting a
daily digest of all mentions by email.
What’s more, she can access broadcasts
and email meaningful snippets to her boss.
“With this service we can very easily
splice a three-minute segment and
email it to the CEO so she can watch it
on her computer.”
Podzinger takes yet another approach
by using voice recognition technology
developed for the U.S. government by
parent company BBN. Alex Laats,
Podzinger’s CEO, says that by using this
approach and then categorizing the audio
and video files by subject, Podzinger

makes it easier to pinpoint the desired file
and the desired element within the file.
“The basics of what we do is making
audio and video searchable using full-text
search and we also do natural language
processing in order to topic-classify it and
to make the content more readily accessible,” Laats says. This means that if you

are looking for a mention of Alex
Rodriguez, the New York Yankees’ third
baseman, you can enter his name in the
search box, or you could search for
“sports” and “baseball” to find him.
Once found, Podzinger not only displays
the relevant podcast or video, it shows
you exactly where in the broadcast the
mention occurs, sparing you the time it
would take to listen to the whole thing.
SHOW ME THE MONEY

Regardless of the approach each of
these companies is taking, as with text
search, the goal for many is to monetize
the search process in the same fashion
Google and others have done, by displaying relevant ads while the audio or
video file plays. Price believes the ability
to associate keywords with audio and
video content will drive monetization.
“I’ve seen products from Nexidia and

Podzinger lists illustrate each reference to a
search term hit with a notch in the player. It
also lists the hits along the side and you can
simply click each one to play it.
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Coveo Brings

Multimedia Search to the

ENTERPRISE
Multimedia is not only relevant in consumer applications. With increasing frequency, this
type of content is showing up in the enterprise, and Coveo, a pure-play enterprise search
vendor, has recently added multimedia search tools to help users find this content.
Coveo president and CEO Laurent Simoneau believes that his company has entered
multimedia search at the early stages of a big wave in the enterprise and he says it’s
growing for a couple of reasons. “The authoring tools are accessible and the storage is so
cheap that it’s no big deal to store content on a hard drive. Once you store it, the next
step is to search,” Simoneau says.
Coveo developed speech recognition technology to track multimedia information. He says,
“We are extracting a transcript from the audio stream using speech recognition that is
enhanced with our search technologies. The content has been indexed to increase quality
of speech recognition, making it searchable for a custom vocabulary.”
Eric Negler, EVP for business development at Coveo says the company decided to develop
the technology when it was approached by a customer with a particular problem related to
large video files. “This customer tasked us with finding a way to search untagged audio
and video,” which presented Coveo with a challenge.
Although Coveo looked at licensing the technology, Simoneau says it found it was necessary
to build it. “The challenge is you have to use some sort of speech recognition technology
to make it searchable. However, the level of the speech-recognition science currently is not
good enough to search for custom words and custom vocabulary, so we found a way to
solve this problem by using our own technology,” Simoneau says
Ultimately, Simoneau believes that multimedia content is a growing proposition in the
enterprise and enterprise search engines have to be able to find this content. “We see rich
media search or audio and video search as a component of the enterprise search
application. We see enterprise search as a single point of access or as the interface
between users and applications. Rich media will grow fast. Components will include wave
voicemail files in Outlook and you need to search within those things.”

TVEyes that go through the video and
look at the text and then associate
keyword advertisements with it. If the
person being interviewed talks about a
trip to Rome, the ads on the side might
turn out to be about traveling to Rome.
The person then talks about moving onto
Florence, then there will be hotels in
Florence listed. So I think that’s one thing
that can make video much more financially feasible,” Price says.
Not surprisingly, Ives agrees, saying
that using voice recognition technology
can more accurately match ads to the
content of the file. Laatz concurs and
believes that ad revenue over the next
five to 10 years will flow from other areas
like print, TV, and radio to online video
ads, and he predicts that the numbers
could be in the 5- to 10-billion-dollar
range in overall revenue from multimedia
text ads. He also points out that, “There
will, of course, be some growth, but the
pace of reallocation will far exceed the
growth of the ad space just as it has happened with the emergence of online ads.”
Blinkx navigates the revenue stream
by a different route. Chandratillake says
the online site is really a showcase for the
technology and the company’s revenue
plan is to license the technology. “How
we make money is licensing our technology in various ways. This is primarily
licensing the index to other people who
want to have video search on their
site, but don’t have the R&D budget to
do it themselves.”
SEARCHING FOR THE BIG ENGINES

Coveo can find search terms within videos across a SharePoint site as in this example searching
for the word “SharePoint.”
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So, if there is so much money in multimedia ads and Google paid $1.65 billion
for YouTube, many wonder why the big
search portals are still sitting on the sidelines. The consensus is that sooner rather
than later, one of the big players will enter
the game, and as soon as one gets involved,
it will raise the profile of these smaller
multimedia search players for the others.
TVEyes’ Ives doesn’t understand what
they are waiting for. “Video search has
not been tackled by large players and this
is fascinating to me. In five years, we
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Companies Featured in This Article
Blinkx

Resource Shelf

www.blinkx.com

www.resourceshelf.com

Nexidia

Search Engine Land

www.nexidia.com

www.searchengineland.com

Podzinger

TVEyes

www.podzinger.com

www.tveyes.com

won’t distinguish between video and text
search. We’ll just call it search, but this
will require one of the big search engines
to step up to the plate and offer something other than the metadata tag search
we are experiencing today,” he says.
“I’m surprised it hasn’t happened. I
can’t explain it, other than to say it will
require a significant amount of hardware
and software and no one has taken the
leap. It won’t be that way for long. One
and a half billion dollars is a lot of money
and that has to be recouped, and displaying non-relevant banner ads at the
top of the page won’t recoup that
investment, that’s for sure,” Ives adds.
Laats from Podzinger thinks companies
like his will attract customers looking for

a better multimedia search experience
and force the big search engines to look
for better solutions than they offer today.
Even though the big search players “are
text search guys, they recognize the need
to improve multimedia significantly.
Podzinger and others are improving it
and creating an advertising-based model.
Our ability to solve these issues very
rapidly as compared to the bigger,
slower-moving guys like Google and
Yahoo! will create customer adoption to
the point where the thing we do with
search will have to be in all these other
places,” he says.
What’s more, Ives and Laats believe
that whenever one of the big search
companies gets involved, it will only
benefit companies with existing technology because those that are left out of
multimedia search will come looking for
an existing solution. He says, “If Google
announced something tomorrow, I would
be excited because it would validate what
we do. Google has strong competitors

that need to match [one another] and
we bring a turnkey solution that can
scale rapidly.”
There will come a time, as Ives pointed
out, when text, video, and audio files will
appear in the same set of search results,
but we still have a ways to go. One thing
we have learned over the last couple of
decades is just how rapidly the landscape
changes. Once upon a time, Sherman says,
Lycos blew away the competitors
by offering a two-line summary, an
“advancement” we find simplistic today.
In the not-too-distant future, it seems we
will look back at the current state of multimedia search and smile. In spite of some
incredible technological progress, once the
big search companies become involved, it
will change everything and it has the
potential to shift the entire search-based
revenue model.
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